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Abstract

The thesis proposed a workflow to detect systematic bias in digital assessment. The author
combined many-facet Rasch measurement, blind second marking, control charts, and false discovery
rate control. Simulated tests distinguished rater leniency, severity, central tendency, halo effects, and
drift over time. Each signal triggered proportionate feedback or moderation. The author recommended
scheduled HEMIS reports, rotating blind reviews, and calibration sessions, and identified validation on
real higher-education data as the next step.

Keywords: digital assessment, rater effects, many-facet Rasch model, HEMIS monitoring, blind
second marking, calibration, objective grading.

Annotatsiya

Tezisda ragamli baholashdagi tizimli og‘ishlarni aniqlash va nazorat qilish metodikasi ishlab
chiqildi. Muallif ko‘p fasetli Rasch modeli, ko‘r ikkilamchi baholash, vaqt nazorati jadvallari va xatolar
ulushini boshqarish qoidasini birlashtirdi. Simulyatsiya natijalarida metodika baholovchining
yumshoqligi yoki qattiqligi, markaziy tendensiya, halo ta’siri va mezon siljishini aniqladi. Har bir signal
uchun mutanosib javob va fikr-mulohaza bosqichlari belgilandi. Muallif HEMIS hisobotlari, tanlab
qayta baholash va kalibrlash mashg‘ulotlarini tavsiya qilib, metodikani haqiqiy ma’lumotlarda
tekshirish zarurligini qayd etdi.

Kalit so‘zlar: ragamli baholash, baholovchi ta’siri, ko‘p fasetli Rasch modeli, HEMIS monitoringi,
ikkilamchi baholash, kalibrlash, xolis baholash.

AHHOTAIUA

B Tesuce Obiia pazpaboTaHa METOAMKA BBISBICHUS CHCTEMATUYCCKUX CMENICHUH MPH MU(PPOBOM
OLICHUBAaHUU. ABTOp 00beqUHIIA MHOTO(ACEeTOUHYIO MoJienb Paia, cienoe moBTOPHOE OIEHUBAHUE,
KOHTPOJIbHBIE KApThl M KOHTPOJIb JOJH JIOKHBIX OOHapykeHuil. CUMYyJISIIUs TOKa3ajia BBISBICHUE
MSATKOCTH M CTPOTOCTH OIICHUBAHUS, IICHTPAIbHON TeHIeHINH, YQdeKkTa opeona u aperida KpuTepues.
Jlyis curHajoB OBLIM MPEIyCMOTPEHBI MPOTIOPIIMOHATBHAST OOpaTHAas CBS3b M MEPHl pearnpOBaHUS.
ABtop pexomenmoBana oT4étel HEMIS, BbIOOpOouHYI0 MoOjepainuio U KaauOpOBOYHBIC 3aHATHS,
OTMETHUB HEOOXOJUMOCTh TOCIEAYIONICH MPOBEPKH METOJIUKH Ha pPeajbHBIX JAHHBIX, COOPAaHHBIX B
YHUBEPCUTETAX.

KioueBbie ciaoBa: 1udpoBoe OICHWBAHHWE, BJIMSHHUE OICHINHMKA, MHOTO(AceTOYHAs MOJICIb
Pama, morutopuar HEMIS, moBTOpHOE OlICHUBaHKE, KaTHOPOBKA, OOBEKTUBHAS OIICHKA.

INTRODUCTION

A grade that a teacher types into a university information system does not stay where it was
entered. It feeds the grade point average, decides scholarships and transfers, and ends up on the diploma
supplement. Once grades are digital, every mark becomes a permanent and comparable record. This
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raises the cost of a biased mark, but it also creates the first real opportunity to find bias systematically
rather than by complaint.

Uzbekistan has reached this point quickly. According to the National Statistics Committee, the
number of students rose from 808.4 thousand in the 2021/2022 academic year to 1,535.0 thousand in
2025/2026, served by 215 higher education institutions and 54.9 thousand teaching staff [1]. The
Concept for the development of the higher education system until 2030, approved by Presidential
Decree PF-5847 of 8 October 2019, set the gradual transition to the credit-module system and the goal
of bringing national universities into the leading international rankings [2]. Assessment records now
flow through HEMIS, the national higher education management information system, in which teachers
enter marks into an electronic rating book and students see their results; the Digital Government portal
lists 207 universities connected to the platform [3]. The data needed to monitor the quality of marking
therefore already exist in one place.

Random marking error tends to cancel out across many scripts. Systematic error does not. A rater
may be consistently lenient or severe, may avoid the ends of the scale, may let one strong impression
colour every criterion, or may slowly change standards from term to term. These patterns, described a
century ago as constant errors in ratings [4] and later organised into a taxonomy of rating quality [5],
shift whole groups of students up or down. European quality assurance standards ask institutions to
apply assessment consistently and fairly to all students [6], and quality understood as fitness for purpose
and as transformation of the learner [7] is hard to claim when the grade partly reflects who marked the
work.

Universities usually look at average grades by group or by teacher. That check cannot tell a lenient
teacher from a strong group of students, because both raise the average. The aim of this thesis is to
improve the method for detecting systematic bias in digital assessment results so that rater effects are
separated from student ability, tracked over time and turned into a proportionate response. It asks three
questions. RQ1: which combination of measurement and monitoring tools separates leniency, severity,
central tendency, halo and drift in routine HEI data? RQ2: what flagging rule keeps false alarms low
when dozens of raters are screened at once? RQ3: how should results return to raters so that the next
round of marking improves? The contribution is an integrated detection workflow with explicit
formulas and thresholds, demonstrated on a clearly labelled simulated dataset.

LITERATURE REVIEW

Rater effects and the limits of assessment criteria

E. L. Thorndike observed that officers rating their subordinates gave correlated marks to traits that
should have been independent, which he called a constant error and which later became known as the
halo effect [4]. F. E. Saal, R. G. Downey and M. A. Lahey reviewed the indices used to judge rating
data and grouped the main problems into leniency or severity, halo, central tendency and restriction of
range, and low reliability [5].

Detailed rubrics were expected to remove these problems. S. Bloxham, B. den-Outer, J. Hudson
and M. Price showed in higher education marking that assessors read and weigh the same criteria
differently and that tacit standards survive even well-written rubrics [8]. Consistency therefore has to be
checked in the marks themselves rather than assumed from the criteria.

Measurement models for rater-mediated assessment

J. M. Linacre extended the Rasch model to several facets, so that the probability of a score depends
at once on the student, the task and the rater [9]. G. Engelhard applied this many-facet model to written
composition and showed that raters trained in the same way still differed significantly in severity [10].
C. M. Myford and E. W. Wolfe set out how many-facet Rasch measurement identifies severity, central
tendency, halo and randomness through rater measures and fit statistics [11]. S. A. Wind and M. E.
Peterson reviewed methods for evaluating rating quality and found that studies draw on several families
of indices [12], which supports combining model-based measures with simpler checks.

Monitoring over time and multiple testing
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Rater measures computed once give a snapshot, while statistical process control follows change. E.
S. Page proposed the cumulative sum scheme, which accumulates small deviations until they become
evidence of a shift [13], and J. M. Lucas and M. S. Saccucci studied the properties of exponentially
weighted moving average charts and gave design guidance for their parameters [14]. When many raters
are tested at once, some will look extreme by chance. Y. Benjamini and Y. Hochberg introduced control
of the false discovery rate, which limits the expected share of false flags among all flags [15]. The three
strands are mature, yet they are rarely joined in one routine for a national digital grade platform. The
present work joins them.

METHODOLOGY

The proposed workflow has four steps: assemble linked records, estimate rater effects, monitor
change over terms and apply a decision rule that leads to feedback. Figure 1 shows the sequence.

Figure 1 should be read from top to bottom. Grade records from HEMIS and a benchmark sample
of blind second marks enter the same dataset, in which every mark is linked to a student, a criterion, a
rater and a term. Three detection lenses then look at the data in parallel, and their signals meet in a
single decision rule. The rule chooses one of three levels of response, and the dashed loop on the right
shows that the outcome returns to raters before the next term, so the system is designed to correct
marking rather than only to record problems.

Many-facet Rasch model

For student n, criterion i and rater j, the probability of score category k rather than k—1 is modelled

In — =On—5i—aj Tk ( 1 )
Phijk-1)

where 0, is the ability of the student, §; is the difficulty of the criterion, o; is the severity of the

rater and T, is the threshold between adjacent categories, all in logits. In plain words, the model asks
how likely a given score is once we know how able the student is and how hard the criterion is, and

attributes what remains systematic to the rater. A positive o; means a severe rater and a negative value a

lenient one. Each severity estimate is tested against the group mean of zero:
:—aj . )= !
z; S SE(ay)

()

n,i 'vnij

where o; is the estimated severity, W,;; is the model variance of each observed score and SE is the
standard error. Large positive or negative z; values point to raters whose standard differs from
colleagues by more than chance. Consistency is judged with the information-weighted mean square:

; (Xnij—Enij)?
L)
n,i 'Vnij

where X is the observed score and E,; its expected value under the model. Values near 1 indicate
that the rater uses the scale as the model expects. Values below about 0.7 indicate marks that are too
predictable, the typical trace of central tendency or halo, and values above about 1.3 indicate erratic
marking.

InﬁtJ =
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Figure 1. Workflow for detecting systematic assessment bias with feedback to raters!

Benchmark checks
A rotating sample of scripts receives a blind second mark from a randomly assigned colleague who
does not see the first mark, or an automated score where the task allows it. For script n marked by its
teacher, the deviation and the rater-level z-score are:
_yT_xB. _B_ 4d
4XiXE: = @

where X! and XB are the total scores given by the teacher and by the benchmark, Hj is the mean

deviation of rater j, d and s4 are the mean and standard deviation over all raters, and n; is the number of

benchmark scripts of rater j. The deviation is expressed in score points, which makes it easy to explain
to a teacher. Halo is captured by a spread ratio:

H=% (5)

=T -B . . . . 1 .
where s; and s; are the average standard deviations of criterion scores within a script under the

teacher and under the benchmark. A ratio well below 1 means that the rater gives nearly the same score
to every criterion of a script, which is what halo looks like in the data.

Control charts for drift

For each term t the benchmark deviation of rater j is standardised against that rater’s own baseline
of four terms, giving z;;. The exponentially weighted moving average and its control limits are:

Ej=Az;+(1-MEj 15 E;o=0 (6)

UCL~L /ﬁ[l—(l—k)ﬁ]; LCL~=UCL, (7)

where A is the weight given to the newest term and L sets the width of the limits. The one-sided
cumulative sums are:

! Source: Developed by the author on the basis of [9]; [11]; [13]; [14]; [15].
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Cj=max (0,C],_; +zk)
C;=max(0,C;; 1 —zj—k) (8)

where k is the allowance that ignores very small changes and a signal is given when either sum
exceeds the decision interval 4. The parameters were set to A = 0.2, L =3, k = 0.5 and 4 = 5, following
common practice [14]. In everyday terms, the EWMA is a smoothed running average of how far a rater
has moved from his or her own past standard, and the CUSUM adds up small, repeated moves in the
same direction until they become too large to ignore.

Decision rule and illustrative dataset

The signals are combined into one flag:

Fj=max(S;,.C;;H, .D)) (9)
where S; = 1 if the severity test survives false discovery rate control at g = 0.05 [15] and |oy] is at
least 0.30 logits, C; = 1 if infit lies outside 0.7-1.3 or the share of extreme categories falls below half of
the median, H; = 1 if the spread ratio is below 0.6 without signs of central tendency, and D; = 1 if a

control chart signals. A flag leads to Level 1 (a personal feedback report) when only a modest severity
effect below 0.50 logits is present, and to Level 2 (moderation of a sample of scripts) in all other cases;
Level 3 (re-marking of the affected group and calibration training) follows only when moderation
confirms the bias. The effect size guard keeps statistically significant but trivial differences out of the
process.

Because institutional micro data were not available, the method was demonstrated on an
illustrative dataset simulated in Python (NumPy, SciPy) that contains no real student or staff data.
Assumptions: 900 scripts, 30 raters and four criteria scored 0—4; each script marked by its teacher and
by a randomly assigned blind second marker; student abilities drawn from N(O, 1); rater severities
drawn from N(0, 0.15); and five planted effects. RO7 was lenient by 0.80 logits and R19 severe by 0.70
logits; R23 moved a score one step toward the middle with probability 0.7 (central tendency); R28
copied one global impression to each criterion with probability 0.8 (halo); R12 became more lenient by
0.25 logits per term from term 5 in a separate panel of eight terms with 30 benchmark scripts per rater
and term (drift). The model was estimated by joint maximum likelihood.

ANALYSIS AND RESULTS

Context: the scale of marking in Uzbek higher education

Table 1
Students, teaching staff and higher education institutions in Uzbekistan?
. Students, Teaching staff, Students
Academic year HEIs thousand thousan%l per teacher

2021/2022 154 808.4 37.4 21.6
2022/2023 191 1,042.1 41.7 25.0
2023/2024 219 1,314.5 45.2 29.1
2024/2025 222 1,432.8 49.6 28.9
2025/2026 215 1,535.0 54.9 28.0

Table 1 shows that the student body almost doubled in four years (by a factor of 1.90), while
teaching staff grew by a factor of 1.47. The number of students per teacher rose from 21.6 to 28.0. For
marking, this means that each teacher now produces a larger share of the grades that enter HEMIS, so a
single biased standard reaches more students. Manual review of every script is no longer realistic, so
screening the data already stored on the platform becomes the practical way to protect fairness.

Static diagnosis of rater effects (illustrative data)

2 Source: National Statistics Committee of the Republic of Uzbekistan [1]. Students per teacher is the author’s calculation
based on [1]. Teaching staff exclude part-time instructors; figures are at the beginning of each academic year.
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Table 2
Rater diagnostics for selected raters (illustrative simulated data)?
I Simul Seve Z I Deviat H Extrem a afdl
D ated effect | rity, logits nfit ion, points e, % ige vel
) S
R Lenien —13 0. 0. ’
07 ¢y (~0.80) 1.06 51 93 +3.10 29 20 Le;/el
) S
R Severi 9.8 1. 1. ’
19 ty (+0.70) 0.93 5 12 1.93 20 30 Lezvel
Centra C
73 R 1 tendency 0.27 0 33 61 0. —0.80 54 0. 6 , Level
(+0.12) 2
S
R Halo =5. 0. 0. and H,
28 | (-0.32) 0461 16 81 FLOT 1y 91 Level
2
R None =5 0 0 S,
05 (~0.23) —0.44 47 95 +1.00 39 20 Le;/el
R None 4.9 1 0 S,
17 (+0.28) 0.40 ) 00 -1.97 97 18 Lelvel
R None =3. 1. 1. N
02 (—0.18) 0.28 58 08 0.93 03 26 o flag
Media
n of 22 0.1 1. 1.
| unflagged 0.02 5 05 0.10 04 20 a
raters

Table 2 shows that the model recovered the simulated rater severities well, with a correlation of
0.95 between true and estimated values. The lenient rater RO7 gave on average 3.10 points more than
the blind mark on a 16-point total, and the severe rater R19 gave 1.93 points less; both were flagged
with very large z-scores. Central tendency in R23 did not show up in the severity measure but was clear
in the fit statistics: infit fell to 0.61 and only 6% of marks were at the ends of the scale, against a median
of 20%. Halo in R28 produced a spread ratio of 0.41, so criterion scores within a script were less than
half as varied as under the benchmark. Each distortion left its own fingerprint, and no single statistic
caught all four.

Two further results support the design of the rule. Rater RO2 was statistically significant after
correction, yet its severity of —0.28 logits was below 0.30 in absolute value, so it fell under the effect
size guard and it was not flagged. Four raters without planted effects (R05, R06, R17 and R29) were
flagged at Level 1; their simulated true offsets ranged from 0.15 to 0.28 logits, so these were genuine
but mild differences that suit a feedback report rather than an intervention. Used alone, the benchmark
z-score also signalled rater RO3 (z =—2.71), whose true severity was close to zero, because its deviation

3 Source: Author’s calculation on an illustrative dataset simulated in Python (900 scripts, 30 raters, four criteria scored 0-4);
not real student or staff data. Severity from formulas (1)—(2), infit from formula (3), deviation from formula (4), spread

ratio H from formula (5). Deviation is teacher total minus blind total on a 0—16 scale. Values in brackets are the simulated
true severities. S = severity flag, C = central tendency flag, H = halo flag.
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reflected the severities of the colleagues who second-marked its scripts. The facet model, which adjusts
for every rater at once, did not flag R03, and this is the main argument for joining the two lenses.
Monitoring drift over terms (illustrative data)

Table 3
Drift monitoring for rater R12 by term (illustrative simulated data)*

Ter Simulate | . DeYiate , EWM EWM CUSU

m d drift, logits mark, points A A limit M (upper)
1 0 0.13 0.30 0.06 0.60 0.00
2 0 -0.23 2_0'5 —0.06 0.77 0.00
3 0 0.47 1.05 0.16 0.86 0.55
4 0 -0.37 2_0'8 —0.03 0.91 0.00
5 —0.25 0.37 0.82 0.14 0.94 0.32
6 —0.50 1.60 3.59 0.83 0.97 3.42
7 —0.75 1.83 4.12 1.49 0.98 7.04
8 —1.00 2.63 5.92 2.37 0.99 12.45

Table 3 traces rater R12. During the four baseline terms the deviation from the blind mark stayed
within +0.5 points. The drift began in term 5 and was too small to stand out at first; both charts
signalled in term 7, when the EWMA of 1.49 exceeded its limit of 0.98 and the cumulative sum of 7.04
passed the decision interval of 5. Across the other 29 raters and four monitored terms there was one
false alarm (R27 in term 7), which moderation of a small sample would clear. The charts tell the quality
office not only who changed but also when, so only the affected terms need review.

CONCLUSION AND RECOMMENDATIONS

The thesis joined three lenses to detect systematic bias in digital assessment. In answer to RQ1, the
many-facet Rasch model separated rater severity from student ability, fit statistics and the share of
extreme categories revealed central tendency, the spread ratio exposed halo, and control charts located
drift in time. In answer to RQ2, a rule that combines false discovery rate control with a minimum effect
of 0.30 logits flagged all planted effects while leaving trivial differences aside. In answer to RQ3, a
three-level response turns each flag into feedback first and into re-marking only after moderation
confirms it.

Four recommendations follow for Uzbek HEIs and for the developers of HEMIS. First, rotating
blind second marking of a modest share of written scripts each term would create the benchmark.
Second, the formulas can run as a scheduled HEMIS report that gives each teacher a one-page summary
in score points. Third, thresholds and response levels agreed in advance make flags a routine part of
quality assurance. Fourth, calibration sessions on anonymised flagged scripts would close the feedback
loop in Figure 1.

The results come from simulated data and show what the method can detect under stated
assumptions. The next step is validation on real HEMIS records, testing the thresholds, the number of
benchmark scripts needed per rater and the speed of drift detection. Later work can add student groups,
such as language of instruction, as a facet. These steps can make the expanding digital assessment
system of Uzbekistan a source of trusted, comparable results.

4 Source: Author’s calculation on an illustrative dataset simulated in Python (30 benchmark scripts per rater and term); not
real data. EWMA and limits from formulas (6)—(7) with A = 0.2 and L = 3; CUSUM from formula (8) with k = 0.5 and h = 5.
Terms 1-4 form the baseline. Negative drift and positive deviation both mean growing leniency.
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